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Figure 1: High-level overview of the system pipeline. Given an incomplete input tileset for Wave Function Collapse procedural
generation, the boundary condition is extracted from tiles surrounding the missing tile as constraints for diffusion-based
inpainting. Additional tiles that satisfy the boundary constraint are generated by diffusion-based inpainting and added to the
tileset until all constraints are satisfied, restarting the Wave Function Collapse process.

Abstract

Wave Function Collapse (WFC) is a procedural content generation
(PCG) algorithm that assembles large layouts from small tiles by
enforcing local adjacency constraints. While simple, it stalls when
the rule set or input tileset are incomplete. This work proposes a
failsafe that utilizes a boundary-conditioned diffusion inpainting
pipeline that is invoked when WFC creates hard constraint con-
flicts. For any unfilled cell, observed boundary pixels are extracted
from its adjacent neighbor cells, masking the interior, and run in-
painting diffusion to synthesize a candidate tile, appending it to the
input tileset. Tiles generated with this method ensure boundary-
consistency with its neighbors without violating any constraints.
Cells are prioritized by available context, and accepted tiles are
fed back into WFC to continue propagation, repeating until every
cell in the grid is filled. Unlike pure-diffusion PCG or continuous
texture generation, our method does not directly utilize diffusion
to generate content and relies on WFC for PCG, only invoking
the pipeline as a local failsafe. While limitations still exist due to
reliance on local constraints, we outline some possible extensions
for multi-tile inpainting and hierarchical structures.
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1 Introduction

Tile-based procedural content generation (PCG) aims to create large
layouts and structures from small, reusable tiles in a given tileset
while enforcing local compatibility. The algorithm is often used to
generate content in a multi-cell grid system. Among the various
methods, Wave Function Collapse (WFC) has gained popularity
as a widely adopted PCG method due to its ability to convert the
tile placement problem into a local constraint satisfaction problem
(CSP) [Gumin 2016]. Each cell within the grid maintains a candidate
set that fits within the adjacency rule set, allowing a lowest-entropy
heuristic selection to propagate generation.

Despite its practicality and popularity, WFC still has problems
that may arise in production, from rule sets that contain conflicts,
tilesets that are incomplete, or generations that propagate to no
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legal continuation, causing the algorithm to stall. Existing solutions,
such as backtracing or relaxed constraints, do not guarantee a
solution, especially with hard constraint conflicts.

This work explores a novel failsafe pipeline based on boundary-
conditioned diffusion inpainting. When a cell cannot be filled from
the available tiles without violating adjacency constraints, we in-
paint a missing through use of a diffusion model missing interior
tile. The inpainted tile is appended to the overall available tileset.
This exterior-boundary condition preserves WFC’s local constraint
while allowing learned conditional prior to act as a failsafe. The
failsafe is only invoked when a combinatorial search stalls, leaving
normal WFC behavior otherwise unchanged.

While effective as a fallback, we recognize that this approach
currently remains local. Limitations such as insufficient coverage
and local/global validation may arise as a result. We discuss these
issues and propose solutions for future work in Sec. 5.

To summarize, the contribution of this work includes:

o The formulation of boundary-conditioned diffusion inpaint-
ing as a failsafe for tileset completion when WFC stalls.

o A pipeline that acts as a complement to WFC, allowing it to
retain its combinatorial strengths.

e Proposal of a path towards multi-tile and hierarchical vari-
ants that incorporates broader context while maintaining
locality.

2 Prior Work

This section introduces some of the prior work that forms the pri-
mary backbone within our pipeline. We begin with a short introduc-
tion to the wave function collapse procedural generation algorithm,
along with its current applications. Then, we will explore some of
the existing diffusion models for procedural generation. Lastly, we
will specifically examine applications of diffusion and inpainting in
tile-based generative models.

2.1 Wave Function Collapse

Wave Function Collapse (WFC) is a procedural content generation
algorithm that is often utilized for tile-based generation. It frames
the tile placement problem as a local constraint satisfaction prob-
lem (CSP), where each tile within a given tileset has constraints
encoded along its edge describing valid adjacent tile placements.
The generation proceeds by repeatedly selecting the lowest entropy
cell, collapsing into a single deterministic tile, and propagating the
result to neighbors.

While this method performs well given the right conditions, it is
quite susceptible to incomplete rule sets or tilesets, such as missing
transition pieces or asymmetric allowances, demonstrated by Fig. 2.
Propagation based on incomplete input can create an empty set for
a cell’s candidate list, leading to conflicting edge constraints. Some
implementations attempt to handle this with additional features
such as backtracking or simply restarting [Christie et al. 2024], but
convergence is still not guaranteed.

In this work, we utilize WFC as a first-pass planner. When the
algorithm stalls or the tileset does not contain the necessary piece
to fill a cell, a border-conditioned inpainting model is invoked
to propose a tile that is locally admissible given the surrounding
borders. Our proposed approach aims to be complementary to
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Figure 2: Procedurally generated 3 by 3 grid produced by
Wave Function Collapse algorithm using incomplete input
tileset, producing incomplete solution with missing center
tile.

WFC, preserving its local constraint generation properties while
providing a fallback when local CSP cannot be satisfied.

2.2 Diffusion-Based Tile Procedural Generation

Diffusion models have emerged in recent years as an alternative to
autoregressive approaches for procedural content generation [Dai
et al. 2024; Li et al. 2024; Podell et al. 2023]. For PCG tasks, they
offer strong editability through masking and iterative denoising,
typically used to synthesize or complete textures or sprite grids.
In the inpainting variant specifically, they allow a PCG system to
specify where to generate [Dai et al. 2024; Gonzalez and Guzdial
2023], allowing them to be easily integrated into grid-based content
generation.

Popular approaches for utilizing diffusion models for PCG in-
clude level reconstruction [Dai et al. 2024; Gonzalez and Guzdial
2023; Sarkar and Cooper 2021], texture synthesis [Rodriguez-Pardo
et al. 2024, 2019; Sartor and Peers 2024; Zhou et al. 2018], and con-
tinuous tiling [Cohen et al. 2003; Madar and Fried 2025; Rodriguez-
Pardo and Garces 2023]. Notably, Gonzalez et al. [Gonzalez and
Guzdial 2023] suggested in their future work that adapting WFC
for level inpainting involves treating the masked region as diffu-
sion regions and the surrounding areas as already generated by
WFC. While a viable option, the method outlined do not allow for
reusable tiles at cells with the same edge constraint. Our approach
follows a similar idea, where inpainting occurs from the exterior
boundary when constraint conflicts arise, but we shift resolution to
alearned conditional prior and enforce compatibility via an explicit
boundary check.

2.3 Continuous Tile Diffusion

On the other hand, the continuous texture synthesis approach for
PCG aims to extend an existing texture field by sampling pixels
or regions along its boundary so the extended texture remains
visually consistent [Rodriguez-Pardo et al. 2024, 2019; Sartor and
Peers 2024; Zhou et al. 2018]. This approach often operates on
a single canvas, optimizing for local continuity and deliberately
avoiding discrete boundaries. The issue with the continuous texture
synthesis approach is that it lacks compatibility guarantees with
new neighbors and is strictly limited to its local context. In contrast
to this approach, our work aims to produce a discrete reusable tile
that is placed into cells within a grid system under hard adjacency
constraints.
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Figure 3: Pipeline overview for context extraction, inpainting, and resample. An unfilled tile is selected and upscaled for
inpainting, prioritizing tiles with more filled adjacent neighbors. Edge mask and canvas is created using adjacent context. New
tile is extracted from the inpainting output, downscaled to original tile size, and recolored based on existing color palette from

adjacent tiles.

Approaches that generate tile via exterior-boundary inpainting
follow a similar idea, utilizing Wang-style edge ruleset to synthe-
size an interior that respects surrounding edges [Cohen et al. 2003;
Madar and Fried 2025; Rodriguez-Pardo and Garces 2023]. However,
this line of work assumes a fully specified image canvas with the
goal of extending outward by repeat-delay inpainting its edges, ef-
fectively performing content-aware outpainting with tile structure.
While Sartor et al. [Sartor and Peers 2024] have also demonstrated
self-generation that inpaints interior regions of the image, it makes
no specific assumption about the input, as it directly extracts tem-
plate tiles from existing images. Our work extends upon this idea
with a partially collapsed WFC state with fixed neighboring tiles,
invoking inpainting only as a failsafe when the initial input tileset
or rule set creates constraint conflicts. Our outputs remain reusable
across placements, making the method a local completion mecha-
nism for a CSP-driven pipeline rather than a general outpainting
system.

3 Pipeline Structure

This section introduces the inpainting pipeline as a modification
to the standard wave function collapse generation algorithm. Our
approach combines WFC with boundary-based diffusion gener-
ation process, which makes use of a diffusion inpainting model
to generate new tiles for use in solving the CSP. This allows for
full convergence from a single initial solution, even after an initial
solution has reached a “dead-end" using its input tileset. Addition-
ally, we provide specification for the model, training, and diffusion
process.

3.1 Tile Selection and Inpainting

Given a partially completed tileset and its associated constraint
graph, the algorithm begins by running WFC to generate a prelimi-
nary layout. This approach continues until it is impossible to add a
new variable based on solution constraints.

All unresolved cells are identified after the first pass. Tiles are
then selected to be completed, with higher priority given to those in-
complete tiles with more resolved adjacent neighbors, ensuring that
tiles with more surrounding structural information are addressed
first.

For a selected tile, we extract a border context of up to eight
tiles from neighboring tiles at the tile’s native resolution. A copy of
the edge band of 4 pixels is copied from each filled neighbor into a
small conditioning canvas covering the target tile. The canvas is
then upscaled to 512 by 512 pixels, with a binary mask applied to
the interior. A diffusion inpainting model is applied on the canvas,
denoising the masked interior region while treating the copied
border as hard context, as seen in Fig. 3. It should be noted however,
while we used 4 pixels for border context in our inpainting pipeline
implementation, it can easily be adjusted using different masks,
including non-uniform shapes.

After inpainting, the initial hard context border region is cropped
from the diffusion output image, and the completed tile is downsam-
pled back to 16x16 pixels and recolored according to the existing
palette, ensuring visual consistency with the original tileset. The
generated tiles are appended to the initial tileset and treated as new
valid tile options for the WFC. The partially filled solution then
continues from its current solution with the updated tileset, further
propagating constraints and identifying the next incomplete tile
where we begin diffusion inpainting again. This process is repeated
until all tiles are filled. It should be noted that, it is entirely possible
for a given input tileset to contain all necessary tiles to generate
the an output, skipping the diffusion generation step entirely.

3.2 Model Training

We implemented the pipeline using SD-XL Inpainting 0.1 [AI 2023],
which is an inpainting model based on Stable Diffusion model
[Blattmann et al. 2022]. Training was performed on 50 pixel art
style texture tiles upscaled to 512 by 512 pixels, with fp16 and an
effective batch of 4, for 2000 steps. For all of the inpainting process
in this work, we used an Euler scheduler with an inference step of
24 and target resolution of 512 by 512.

4 Results and Evaluation

Our pipeline successfully generates constraint satisfying tiles given
surrounding boundary context. For every conflicting edge con-
straint variants, only one tile needs to be generated to continue
propagating the WFC algorithm. Notably, while we recommend
using 25% of surrounding tiles as boundary context for enforcing
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adjacency constraint, the pipeline can also work with masks of
varying sizes and shapes.

5 Limitations and Future Work

While our pipeline solves a specific problem with the constraint-
based WFC, We acknowledge that many limitations still exist. Fur-
thermore, we believe there exists many approaches to improve our
method for specific procedural generation tasks.

5.1 Insufficient Coverage

Our method relies on a conditional distribution over surrounding
tiles as a local border signature. While it ensures edge consistency,
it may lead to insufficient coverage when surrounding tiles do not
provide adequate samples of the full tileset. In such cases, while
it will still satisfy local edge constraints, it will likely produce a
stylistically incorrect result, as it defaults to priors dominated by
frequent textures.

This occurs most commonly during underspecific vocabulary,
where the tileset simply lacks the necessary transition pieces, lead-
ing to certain border signatures never occurring during generation.
Furthermore, this issue rarely presents a hard constraint violation,
as the generated tile is still based on surrounding edge constraints.

While our selection heuristic prioritizes empty tiles with 8 sur-
rounding tiles already completed, sometimes it will inevitably have
to select a tile without sufficient surrounding tiles, such as a map
edge or corner tile. This issue in practice can lead to diffused tiles
having generic-looking interiors or semantically incorrect features.

5.2 Local and Global Validation

Similarly, it is possible to generate a resulting tileset that satisfies
all local border constraints yet violates the global design constraint.
In an edge-conditioned inpainting setup, the diffuser optimizes
a conditional prior over the missing interior given its immediate
neighbors, and WFC enforces local adjacency consistency one cell
at a time. Both are fundamentally local, which means they have no
persistent state for long-range or multi-tile structures. This means
while it will generate a sequence of individually valid choices, it
may accumulate into a configuration that is globally incorrect.

5.3 Multi-Tile Structures

Our current approach only considers single-tile inpainting con-
ditioned on immediate neighbors. An extension of this work can
consider a generalized border consistency check that includes tiles
surrounding a small patch, likely consisting of multiple smaller
square tiles. It is al possible to utilize the hierarchical generation that
organizes varying-sized tiles as tree structures, as demonstrated by
many prior works [Alaka and Bidarra 2023; Beukman et al. 2023], for
more complex generation. The root would encode macro-structures
such as biome, rivers, or buildings, with the intermediate nodes
corresponding to subregions, and leaves as corresponding tiles.

6 Conclusion

This work introduced a hybrid pipeline that acts as a failsafe for
the Wave Function Collapse algorithm, using exterior-boundary-
conditioned diffusion inpainting. When WFC encounters constraint
conflicts or lacks the necessary constraint-satisfying tile, the pipeline
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selects the local neighboring tile, treating the target cell as a masked
region. It then inpaints the interior based on the observed border
pixels to create a constraint-satisfying tile for appending to the
tileset. This pipeline uses strictly local constraints to preserve the
WEC’s efficiency while providing a failsafe to allow continued gen-
eration without relaxing any global constraint. Despite some of the
stylistic limitations, notably multi-tile generation and hierarchical
structures, we believe it can easily be extended to cover most varia-
tions of Wave Function Collapse while maintaining the practical
advantage of boundary-conditioned PCG.
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